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1 Background

This 3-year grant (February 2001–January 2004) was in the area of functions f(A) of square matrices A.
Such functions arise in many applications and the aim was to make significant advances in the theory and
computation of matrix functions, paying careful attention to the needs of practitioners in applications.

The objectives of the grant ordered roughly in the order in which they were treated, were to derive:

1. A numerically reliable method for general functions f based on the Schur decomposition.

2. Methods for computing transcendental functions and pth roots.

3. Efficient techniques for computing f(A)b without computing f(A), as required in applications in
lattice quantum chromodynamics.

4. Structured perturbation theory and condition numbers.

5. Theory and methods for non-primary matrix functions.

2 Personnel

The RA for the full period of the grant was Dr Philip Davies, who joined the project after completing
his PhD degree with the PI.

In addition, PhD student Matthew Smith was also involved in the project, although not funded by
it [16, ].

3 Key Advances

We break our review of the research achievements according to the objectives.

3.1 Schur–Parlett Method

The most important part of the project was the development of a new Schur decomposition-based method
for general matrix functions. No standard, numerically reliable method existed, and moreover such a
method was needed as a benchmark for comparison with methods for specific functions. Particular
motivation came from MATLAB, as the function funm in MATLAB 6.5 (R13) is unreliable, usually
failing or giving inaccurate results when the matrix has repeated or close eigenvalues.

The SIMAX paper [6, ] describes the work of Davies and I under this heading. We have developed
an algorithm that computes a Schur decomposition with reordering and blocking and then applies the
block form of a recurrence of Parlett, with functions of the nontrivial diagonal blocks evaluated via a
Taylor series. A parameter is used to balance the conflicting requirements of producing small diagonal
blocks and keeping the separations of the blocks large. The algorithm is intended primarily for functions
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having a Taylor series with an infinite radius of convergence, but it can be adapted for certain other
functions, such as the logarithm. Novel features introduced include a convergence test that avoids
premature termination of the Taylor series evaluation and an algorithm for reordering and blocking the
Schur form.

Numerical experiments show that the algorithm is competitive with existing special-purpose algo-
rithms for the matrix exponential, logarithm, and cosine. Nevertheless, the algorithm can be numerically
unstable with the default choice of its blocking parameter (or in certain cases for all choices), and deter-
mining the optimal parameter appears to be a very difficult problem.

Our MATLAB implementation of the algorithm has been selected by The MathWorks to replace the
existing funm in the imminent MATLAB 7 (R14), and MATLAB’s logm has been changed so that it
calls the new funm with “f = log”.

3.2 f(A)b

The problem of computing, for given matrix function f and vector b, the matrix-vector product f(A)b,
arises in a number of applications, including lattice quantum chromodynamics (QCD) computations in
physics, [18, ], and the numerical solution of stochastic differential equations [1, ].

Davies and I [5, ] investigate how to compute the product f(A)b without explicitly computing
f(A). A general method is described that applies quadrature to the matrix version of the Cauchy integral
theorem. A method specific to the logarithm, based on quadrature, and a method for fractional matrix
powers, based on solution of an ordinary differential equation initial value problem, are also described.
Connections with Padé approximation are investigated.

3.3 Transcendental Functions

Smith and I [13, ] develop an algorithm for computing the matrix cosine, building on a proposal of
Serbin and Blalock. The algorithm scales the matrix by a power of 2 to make the ∞-norm less than or
equal to 1, evaluates a Padé approximant, and then uses the double angle formula cos(2A) = 2 cos(A)2−I

to recover the cosine of the original matrix. In addition, argument reduction and balancing is used
initially to decrease the norm. We give truncation and rounding error analyses to show that an [8,8]
Padé approximant produces the cosine of the scaled matrix correct to machine accuracy in IEEE double
precision arithmetic, and we show that this Padé approximant can be more efficiently evaluated than a
corresponding Taylor series approximation. We also provide error analysis to bound the propagation of
errors in the double angle recurrence. Numerical experiments show that our algorithm is competitive in
accuracy with the Schur–Parlett method described in Section 3.1, which is designed for general matrix
functions, and it is substantially less expensive than that method for matrices of ∞-norm of order 1.
The dominant computational kernels in the algorithm are matrix multiplication and solution of a linear
system with multiple right-hand sides, so the algorithm is well suited to modern computer architectures.

This method can be adapted to compute the matrix sine function.

3.4 pth Roots

Smith [17, ] analyzes computation of matrix pth roots by a specialized version of Newton’s method,
showing that this iteration has poor convergence and stability properties in general. He presents a
Schur algorithm for computing a matrix pth root that generalizes methods of Björck and Hammarling
[3, ] and Higham [10, ] for the square root. His algorithm forms a Schur decomposition of A

and computes a pth root of the (quasi)triangular factor by a recursion. The backward error associated
with the Schur method is examined, and it is found that the method has excellent numerical stability.

A MATLAB implementation rootm of Smith’s algorithm for matrix pth roots has been made available
in the Matrix Computation Toolbox [9].

Jointly with Bini (Pisa) and Meini (Pisa), I am working on new algorithms for computing the principal
pth root of a square matrix. Two algorithms are based on a certain Laurent matrix polynomial, F (z) =∑q

i=−q Fiz
i. One exploits a Wiener-Hopf factorization of F (z), and the other inverts F (z) by either an

evaluation-interpolation technique or by using Graeffe’s iteration. Another algorithm is derived from the
matrix sign function applied to a certain block companion matrix that is also block Toeplitz. We also
analyze the convergence and numerical stability properties of Newton’s method for the inverse pth root.
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Computational experiments are presented to compare these and other methods. A paper describing this
work is in an advanced draft version and should be completed soon [2, 2004].

3.5 Polar and Sign Decompositions and Square Roots

In the proposal we noted that we hoped to exploit connections between the sign function and other
matrix functions. In joint work with N. Mackey (W. Michigan), S. Mackey (Manchester) and Tisseur
(Manchester), we were able to make unexpected use of these connections in two particular contexts [11,
], [12, ].

In [11] we show that for any matrix automorphism group G associated with a bilinear or sesquilinear
form, the matrix sign decomposition factors of A ∈ G also lie in G; moreover, the polar factors of A

lie in G if the matrix of the underlying form is unitary. Groups satisfying the latter condition include
the complex orthogonal, real and complex symplectic, and pseudo-orthogonal groups. Our interest is in
exploiting the structure of G when computing the polar and matrix sign decompositions of matrices in
G. We give sufficient conditions for a matrix iteration to preserve the group structure and show that a
family of globally convergent rational Padé-based iterations of Kenney and Laub satisfy these conditions.
The well-known scaled Newton iteration for computing the unitary polar factor does not preserve group
structure, but we show that the approach of the iterates to the group is precisely tethered to the approach
to unitarity, and that this forces a different and exploitable structure in the iterates. A similar relation
holds for the Newton iteration for the matrix sign function. We also prove that the number of iterations
needed for convergence of the structure-preserving methods can be precisely predicted by running an
associated scalar iteration. Numerical experiments are given to compare the cubically and quintically
converging iterations with Newton’s method and to test stopping criteria. The overall conclusion is that
the structure-preserving iterations and the scaled Newton iteration are all of practical interest, and which
iteration is to be preferred is problem-dependent.

More generally, for which functions f does A ∈ G ⇒ f(A) ∈ G when G is the matrix automorphism
group associated with a bilinear or sesquilinear form? In [12] we show that group structure is preserved
precisely when f(A−1) = f(A)−1 for bilinear forms and when f(A−∗) = f(A)−∗ for sesquilinear forms.
All meromorphic functions that satisfy these two conditions for all A ∈ Cn×n are characterized. The
principal square root is an important example of a function that preserves every automorphism group
G. By exploiting the matrix sign function, we derive a new family of coupled iterations for the matrix
square root, some of which preserve every G, and all of which are numerically stable. We also obtain a
rewritten form of Newton’s method for the square root of A ∈ G. Unlike the original method, this new
form has good numerical stability properties, and we argue that it is the iterative method of choice for
computing A1/2 when A ∈ G.

3.6 Structured Conditioning

A theory of conditioning for matrix functions was developed by Kenney and Laub [15, ]. Condition
numbers of f(X) are obtained in terms of the norm of the Fréchet derivative of the function at X.
Davies [4, ] extends the ideas of Kenney and Laub to structured matrices. That is, when X has
structure then all perturbations of X are required to have the same structure. Enforcing structure on
the perturbations enables the theory to respect the underlying physical problem.

Davies considers two classes of structured matrices, those comprising the Jordan algebra J and the Lie
algebra L associated with a nondegenerate bilinear form, 〈x, y〉 = xT My, or a nondegenerate sesquilinear
form, 〈x, y〉 = x∗My, on IRn or Cn. This allows a wide variety of structured matrices to be considered.
Examples of such classes of structured matrices are the symmetric, skew-symmetric, Hamiltonian and
skew-Hamiltonian matrices. For these two classes, he defines structured condition numbers, KJ(f,X)
and KL(f,X). Then, assuming that M ∈ IRn×n satisfies M = ±MT and MT M = I, he gives an explicit
representation for these condition numbers. If the underlying scalar product is a bilinear form then the
structured condition numbers are equal to the 2-norm of a matrix. He then presents an algorithm, based
on the power method, for approximating these structured condition numbers. Numerical examples are
given to show that after a few cycles of our algorithm, reliable estimates can be obtained.

Comparisons between the unstructured and structured condition numbers are then made. He shows
that when the underlying scalar product is a sesquilinear form, there is no difference between the values
of the two condition numbers for (i) all functions of X ∈ J, and (ii) odd and even functions of X ∈ L.
When the underlying scalar product is a bilinear form then equality is not guaranteed in all these cases.
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Where equality is not guaranteed, bounds are obtained for the ratio of the unstructured and structured
condition numbers.

3.7 Updating the Singular Value Decomposition

This topic was not anticipated in the proposal, but arose from a matrix function application communi-
cated to the PI by an optimization expert [14, ]. The setting is updating functions of symmetric
matrices. That is, we wish to compute the function of a sequence of matrices where each matrix differs
little from the previous one. A step length is calculated using a line search algorithm that involves
computing the square roots of a sequence of symmetric positive definite matrices.

The spectral decomposition of a symmetric matrix A with small off-diagonal and distinct diagonal
elements can be approximated using a direct scheme of R. Davies and Modi [8]. Davies and Smith
[7, ] develop a generalization of this method for computing the singular value decomposition of
close-to-diagonal A ∈ IRm×n. Bounds, based on Hadamard products, are provided that offer important
information regarding how close to diagonal the matrix A has to be before the direct method can
be implemented. When the matrix A has distinct diagonal elements the scheme is shown to offer
good approximations to the SVD, but problems can arise in the presence of close or repeated diagonal
elements. When A has repeated or “close” singular values it is possible to apply the direct method to
split the problem in two with one part containing the well-separated singular values and one requiring the
computation of the “close” singular values. The main computational kernels of the approximation scheme
are matrix–matrix multiplications, making the approximate scheme rich in level 3 BLAS operations.

3.8 Non-Primary Functions

The excellent and unexpected progress in the work described in sections 3.5 and 3.7 left too little time
for substantial progress to be made on this topic.

4 Broader Research Impact

We briefly explain how the research carried out in this project has made an impact outside the immediate
area of academic researchers. The principle vehicle for transmitting the results of this research to the
community at large is software.

All the above software is available from project web page at http://www.ma.man.ac.uk/~higham/

PCMF/. As mentioned in Section 3.1, MATLAB 7 will incorporate the Schur–Parlett method developed
herein, which makes the results of this research instantly available to several hundred thousand MATLAB
users worldwide. MATLAB function rootm for matrix pth roots is in the Matrix Computation Toolbox
[9], which receives of the order of 80 downloads per week from Manchester and is also available from
MATLAB Central File Exchange on the web site of The Mathworks.

The PI and RA both attended the Third International Workshop on Numerical Analysis and Lattice
QCD, held in Edinburgh in June 2003. This led to dissemination of the work to the QCD community
and discussions are underway concerning a possible joint numerical analysis–QCD EPSRC proposal.

5 Project Plan Review and Expenditure

Almost all the detailed objectives have been attained (see the earlier sections) and in certain respects
objectives have been exceeded. Highlights are that the Schur–Parlett algorithm has clearly been shown to
be the best current method for computing general functions f(A), a variety of new algorithms for matrix
pth roots have been derived, and new understanding of structured condition numbers and methods for
functions of structured matrices has been developed.

Expenditure did not significantly deviate from that proposed.

6 Dissemination

A project web page has been created at

http://www.ma.man.ac.uk/~higham/NAMF/

4



from which papers and software resulting from this project can be downloaded. Research results have
been made available as technical reports on this web page, submitted for publication, and communicated
at conferences. We have produced a total of ten publications directly related to the project: [2,
2004], [4, ], [5, ], [6, ], [7, ], [11, ] [12, ] [13, ], [16, ], [17, ].

Of particular note is that Smith won a 2002 SIAM Student Prize for the paper [17, ].
Research carried out in this project has been presented at many conferences by the PI (Higham) and

RA and Smith.
Presentations by Davies:

1. Householder Symposium XV, Peebles, Scotland, June 2002. “A Schur-Parlett Algorithm for Com-
puting Matrix Functions”.

2. 20th Biennial Dundee Conference on Numerical Analysis, June 2003. “Structured Conditioning of
Matrix Functions”.

3. New Frontiers in Computational Mathematics Workshop, University of Manchester, January 2004.
“Structured Conditioning of Matrix Functions”.

Presentations by Higham:

1. “Computing the Polar Decomposition in Matrix Groups” Dundee Biennial Conference on Numer-
ical Analysis, June 2003.

2. Spectral Theory Network Conference IV, University of Edinburgh, June 2003. “Matrix Functions:
Theory and Algorithms”.

3. Third International Workshop on Numerical Analysis and Lattice QCD, Edinburgh, June 2003.
“Matrix Functions: Theory and Algorithms”.

4. 28th Conference of the Dutch-Flemish Numerical Analysis Communities, Woudschoten Confer-
ence Centre, Zeist, The Netherlands, October 2003. Two lectures on “Matrix Functions: Theory,
Algorithms and Software”.

5. Theoretical and Computational Aspects of Matrix Algorithms Workshop, Schloss Dagstuhl Interna-
tional Conference and Research Center for Computer Science, Germany, October 2003. “Structure-
Preserving Iterations on Matrix Groups”.

6. Workshop on Theory and Numerics of Matrix Eigenvalue Problems, Banff International Research
Station, November 2003 “Matrix Functions Preserving Group Structure and Iterations for the
Matrix Square Root”.

Presentations by Smith:

1. 19th Biennial Dundee Conference on Numerical Analysis, June 2001. “A Schur Method for Com-
puting Matrix pth Roots”.

2. SIAM Annual Meeting, San Diego, July 2001. “A Stable Algorithm for Computing Matrix pth
Roots”.

7 Subsequent Funding

The PI and F. Tisseur have been awarded EPSRC Grant GR/T08739, providing a Visiting Fellowship
for Professor R. Mathias (College of William and Mary, Williamsburg) for the project “Topics in Ma-
trix Computations” April 2004–August 2004 (value £10239). This project has a significant component
concerned with matrix functions.
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